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EXECUTIVE SUMMARY

*Hardware types are based on AWS machines
**The framework being used is ONNX

Please help us improve by sending your feedback 2

Result Summary

Key Insights

● When working with batch inference the V100 provides significant 
boost in latency so if the objective is a combination of latency and cost 
the V100 is recommended.

● Cost wise, V100 yields the best results, but when load isn’t a factor 
(long idles) - worth  looking at T4 with batch size 32.

● K80 machine is out of CUDA memory for batch size 128, therefor its 
results in this reports are for batch sizes 1-64.

● Running batch size 64 on K80 machine gets the memory consumption 
to 88%, which can be risky

K80
(p2.xlarge)

T4
(g4dn.2xlarge)

V100
(p3.2xlarge)

Optimal batch size 32 32 64

Throughput (FPS*) 1757 FPS 3119 FPS 6237 FPS

Latency per sample 
(ms)  1.5 ms 0.56 ms 0.16 ms

Cloud Cost (for 100k 
samples) $0.04 $0.01 $0.01

GPU Memory Usage 
(%) 9% 52% 75%

Deci Inference Performance Simulator

Model: Resnet34

Get recommendations 
from our DL experts

Interested in another 
HW? let us know

*FPS - Frames per Second
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MODEL THROUGHPUT

Throughput is the maximal number of samples the neural network can 
predict within a given time frame (1 second). When scaling deep learning 
models to production, throughput is one of the key metric in assessing the 
performance characteristics and cost to serve. Similar to the latency 
measurement,  throughput processing includes the transfer time uploading 
the sample from the memory to the chip, computing the neural network 
‘forward pass’, and downloading the prediction from the chip to the memory. 

Batch size is the number of input samples the model computes 
simultaneously at inference. Throughput can be enhanced by using parallel 
operations when inference is performed in a large batch size.  Batch size is 
limited by the available memory of the device. Therefore, increasing the 
batch size will not always improve throughput due to the limited parallelism 
capacity of the underlying hardware.
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MODEL LATENCY

*Hardware types are based on AWS machines
**The framework being used is ONNX

Latency is the amount of time from when the model receives a sample until it 
returns its prediction, measured in milliseconds. Latency is a crucial metric 
for deep learning models used in real-time and time-sensitive applications. 
This time includes uploading the sample from the memory to the chip, 
computing the neural network ‘forward pass’, and downloading the 
prediction from the chip to the memory (“transfer time”). Latency is 
measured for the entire batch. Hence, the latency of a single image in a batch 
is the same as the latency of the entire batch. 
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MODEL CLOUD COST

The cost of compute power is one 
of the main factors influencing the 
operational cost of deep-learning 
based applications.  Here we bring 
you the cloud-cost of computing 
100K samples using a single 
cloud-based machine, measured for 
various batch sizes. 

Source: AWS, EC2 On-demand pricing
Prices may vary from time to time
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MODEL MEMORY USAGE

Memory usage is especially important when considering what hardware and 
batch size to use, or when running numerous models simultaneously on the 
same hardware. This is only relevant for GPU chips (not CPU). Deep learning 
models require a certain capacity of the chip memory to perform a 
prediction. This memory-size requirement depends on various parameters, 
such as model architecture, inference batch size, etc.  The model memory 
usage is the ratio between the model memory footprint and the actual 
memory capacity of the hardware. 
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Deci’s deep learning development and optimization platform boosts your 
models in production with a radical 2-10X breakthrough in speed 
(latency/throughput) and up to 80% inference cost reduction---while  
preserving the original accuracy. Our proprietary AutoNAC (Automated 
Neural Architecture Construction) technology autonomously redesigns 
your deep learning models to squeeze the maximum utilization out of the 
hardware and leverage the hidden structures of the data. With our 
AutoML-based platform, your models reach their performance sweet spot 
for the hardware and data they are using. Deep learning models need 
ever-expanding computing power to perform in production, and they are 
increasingly complex. We break the current computing performance ceiling 
with more efficient algorithms that work faster and better, without 
sacrificing accuracy, thus enabling AI to achieve its vast potential.

For more information visit us at www.deci.ai

Read our 
White Paper

Request
Demo
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